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Outline

ÁWhat is virtualization?

ÁHow to virtualize a processor 
architecture?

ÁIssues with x86 virtualization and 
past solutions

ÁAMD-V additions

ÁMemory handling: RVI (or nested 
paging)

ÁIO virtualization (IOMMU)

ÁQ & A
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What is virtualization?  Why do we want it?

ÁVirtualization gives a guest operating system the illusion 
that it is the only OS on the computer, while allowing 
the virtualization system to run multiple guests 
simultaneously

ÁWhy do we want it?

ïServer consolidation and migration

ïSecurity

ïConcurrent execution of multiple OSes

ïIT maintainability

ïTesting and Development
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Requirements for virtualization

Classic paper by Popek and Goldberg (1974) list the 
requirements for an ISA to be virtualized:

ïEquivalence: Program running in a virtual machine 
should behave ñessentially identicalò to one running 
directly on the bare machine

ïResource Control: The virtual machine monitor (VMM) 
must be in full control of all virtualized hardware 
resources

ïEfficiency : A statistically dominant fraction of machine 
instructions must be executed directly on the real 
processor without VMM intervention
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Resources to virtualize

ÁMachine registers

ïAccess to privileged registers by guest OSes need to 
be intercepted

ïGPRs and other application visible registers need to be 
saved/restored on world switch

ÁMemory

ïPrevent guests from being able to access each otherôs 
memory as well as host memory

ÁI/O peripherals
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How to virtualize a generic processor?

ÁTrap privileged instructions (a ny instructions that access 

privileged resources)

ïEg. Intercept page table base change

ÁShadow state

ïEg. Set up shadow page tables to do the real translation and 
install the real page table base in hardware state

ÁEmulate

ïEg. Return the guestôs value for page table base, even 
though hardware sees the value pointing to the shadowed 
page tables
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Full vs. Para - Virtualization

Á Full Virtualization

ïExport ñfullò x86 and platform to unmodified guest

Águest physical space appears zero -based, contiguous

Águest uses off - the -shelf devices (whether real or 
emulated )

ïRuns unmodified off - the -shelf guests

Á Para-Virtualization

ïGuest cooperates with host/VMM

Áe.g., non -contiguous non -zero based physical memory

Áe.g., custom devices

ïGuest OS and or drivers must be modified to run
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x86 Virtualization 

x86 does not meet P&G requirements:

ïSeveral instructions can access sensitive register 
and/or memory state

ÁSLDT, SIDT, SGDT

ÁSMSW, PUSHF, POPF

ÁCPUID

ïUser level instructions that access protection systems

ÁLAR, LSL, VERR, VERW

ÁCALL, JMP, INTn , RET

ÁSTR, MOV cs/ ss
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Prior Virtualization Method: De - privilege and 
Binary Translation

ÁRun guest at 
CPL=1, handle #GP for 
protection violations

ÁBinary translation of other 
sensitive instructions

ïLots of book -keeping in 
translation cache

ïsyscalls and memory 
management are 
extremely complex 

ÁSignificant performance 
overhead

Source: Anandtech
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AMD - V (SVM) design goals

ÁMechanisms for fast world switch between VMM and 
guest

ÁThe ability to intercept selected instructions or events in 
the guest

ÁExternal (DMA) access protection for memory.

ÁAssists for interrupt handling and virtual interrupt 
support

ÁA guest/host tagged TLB to reduce virtualization 
overhead.
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AMD - V (SVM) additions

ÁVMRUN/#VMEXIT

ïSwap guestôs and hostôs segment (including hidden) state, paging 
state

ïSet up selected intercepts as specified by host

ÁDEV Table

ïProtects memory from device DMA on 4K page granularity

ÁGlobal Interrupt Flag (to allow truly atomic world 
switch)

ÁASIDs (address space identifiers)

ïEach guest can be assigned a different ASID to allow coexisting 
TLB entries

ÁNested paging

ïHost and guest page tables are walked by hardware
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Virtual Machine Control Block (VMCB)

ÁGuest OS control bits and guest context save area

ÁAllocated by hypervisor as a 4kb data page per guest

ÁFirst 1024 bytes are control, guest state save area 
starts at offset 0x400

ÁControl Area: contains various control bits including the 
intercept vector with settings that determine what 
actions cause #VMEXIT (transfer of control from the 
guest to host). Rich set of intercepts allow the host to 
customize each guestôs privileges.

ÁState Area: All CPU state for each guest is saved in this 
area. Information about the intercepted event is put 
into the VMCB on #VMEXIT
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VMCB layout
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New MSRs

ÁVM_CR: Security features

ïDebug disable (turns off hardware JTAG debugging)

ïR_Init : turn INIT into #SX exception (which can be intercepted by 
the host)

ïDis_A20m : disables A20m pin

ÁIGNNE

ïDirectly set the IGNNE signal

ÁSMM_CTL

ïSMI Control bits

ÁVM_HSAVE_PA

ïThe physical address of the hostôs state save block (used by 
VMRUN and #VMEXIT )
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Changed MSR and CPUID

ÁEFER

ïAdded SVME, bit 12: SVM Enable bit

ÁCPUID

ïFunction 0x8000000A indicates SVM presence, revision, number of 
ASIDs available, availability of nested paging, and availability of 
last -branch register virtualization
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New Instructions

Ávmrun [ rAX ]

ïworld -switch to guest 

ïrAX holds physical address of VMCB

Ávmmcall

ïcan be used by para -virtualized guest to communicate with the 
VMM

Ávmload [ rAX ]

ïload additional guest state from VMCB

ïrAX holds physical address of VMCB 

Ávmsave [ rAX ]

ïsave additional guest state to VMCB

ïrAX holds physical address of VMCB
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Global Interrupt Flag

ÁNew Instructions STGI, CLGI to set, clear GIF

ÁGIF is a master mask for most interrupts

ïNMI, INIT, external SMI, INTR are held pending while GIF = 0

ïReset, debug trace due to eflags.tf unaffected
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Address Space Identifiers (ASIDs)

ÁHost can assign each guest (or each process within a 
guest) a unique ASID

ÁASID is part of the TLB match 

ÁAllows entries from host and guests to coexist in TLB 
without requiring a flush

ÁHost is ASID 0
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Event Injection

ÁA hypervisor can inject an event into the guest

ïñEventò includes exceptions, NMI, HW, or SW interrupt

ÁEliminates need for VMM code to emulate x86 exception 
delivery

ÁEvent information includes Vector, Errorcode (if 
applicable), Type (NMI, Exception, HW Interrupt, SW 
Interrupt)

ÁProcessor action is identical to normal event delivery 
after VMRUN entry point .

ÁExample : Hypervisor intercepts guest #PF for shadow 
paging.  Hypervisor performs shadow page table 
manipulation and (if necessary) reinjects #PF into 
guest.
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VMRUN

ÁHypervisor puts physical address of a page for host state 
save into MSR VM_HSAVE_AREA (once per core)

ÁHypervisor executes VMRUN [%rax ] with physical address 
of gVMCB in % rax

ïCPU saves some state into hostôs save area

ïCPU consistency checks guest VMCB

ïCPU copies guest state from gVMCB into processor state, loads 
intercept information

ïCPU runs until an intercept causes #VMEXIT

ïCPU puts exit reason codes in gVMCBôs
exitcode , exitinfo [1,2], exitintinfo

ïProcessor swaps guest state out to gVMCB, reloads host state

ÁHypervisor resumes at instruction following its VMRUN

ÁVMLOAD, VMSAVE move additional state

ÁCLGI, STGI block and enable ALL interrupts for atomicity



| AMD -V: AMD64 Virtualization Extensions| November 18, 200921

AMD Proprietary & Confidential 21

Basic hypervisor duties

ÁInitially set up guest VMCB with state and 
intercepts, set up nested or shadow paging

ÁLoop:

ïSwap in guest GPRs and optionally FPRs

ïVMRUN guest ( exitcode indicates which intercept was hit)

ïExamine exit code and respond accordingly

ÁTimeslice between guests like an OS timeslices between 
user processes

ÁRedirect hardware interrupts through virtual device 
models to the appropriate guest
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Hypervisor Basic Inner Loop

Loop: 

CLGI (so the setup for VMRUN is atomic and uninterrupted) 

Swap in guest GP and possibly FP registers

VMLOAD guest

Do {

VMRUN

if (#VMEXIT && exit code is easy to handle)
Handle exit code

} until (exit code is hard to handle)

VMSAVE guest

Swap out guest GP and possibly FP registers

STGI (since VMRUN sets GIF and VMEXIT clears GIF)

Handle exit code

Goto Loop
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Host Loop
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AMD - V world switch example
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Virtualizing State

ÁShadowing

ïEx. Shadowing CR0.  Guest thinks it is in real mode, host puts it in 
Paged Real Mode:

ÁGuest writes CR0.PE = 0 & CR0.PG = 0.

ÁHost intercepts CR0 write and stores CR0.PE = 0 & 
CR0.PG = 1 to gVMCB->CR0 (leaves other bits as the 
guest wrote them).  Host stores guestôs CR0 (the 
shadowed value) in private state.

ÁGuest reads CR0.  Host intercepts and returns shadowed 
value .

ÁHost can selectively intercept MSR accesses

ïFor example, trapping EFER to report that virtualization is not 
available
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Virtualizing IOIO

ÁHost can selectively intercept IO port read and writes

ïCan allow guest to ñownò specific IO ports

ïin and out instructions are trapped with IO protection bitmask.

ïHost can perform trapped IO accesses for the guest and insert the 
result back into the guest

ÁMemory -mapped IO is trapped by paging mechanisms
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Virtualizing Paging

ÁTwo ways to handle paging

ïShadow Paging: host reads the guest page tables and builds a 
shadow page table 

ïNested Paging: the processor walks both host and guest page 
tables for each (non -TLB hit) memory access
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Shadow paging

ÁThe host must construct the Shadow Page Table

ïHost walks guest page table, which maps GV ->GP

ïHost constructs SPT which maps GV ->HP and includes all 
appropriate host access bit combinations

ïHost does this either lazily or eagerly

ÁPaged real mode

ïGuest believes it has turned off paging (CR0.PE = 0)

ïHost shadows CR0 and intercepts CR0 read and write

ïHost creates SPT entries where GV==GP and map GV ->HP
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Nested Paging ïaka Rapid Virtualization 
Indexing (RVI)

ÁNested Paging

ïHostôs paging state underlies guest paging state; 
CR0, CR2, CR3, paging control bits in EFER are all duplicated.

ïGuest pages are walked, followed by nested page walk.

ïAll accesses by a guest, including reads of guest page table 
entries, are considered user level accesses in the nested page 
table.

ÁNested paging requires only that the hypervisor set up page table 
mappings for the guest in the nested page tableôs address space; 
the guest does its own paging.  This reduces #VMEXIT frequency 
and hypervisor complexity.

ÁNested paging provides substantial performance improvement over 
Shadow paging for most workloads

ïShadow paging takes ~75% of #VMEXITs and ~75% of hypervisor 
effort
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Traditional vs. nested paging

TLB stores final GV ->HP translation 
and optionally stores intermediate 
translations

GV Guest Virtual
GP Guest Physical
HV Host Virtual
HP Host Physical

gCR3

nCR3

PT

VMM/Host OS CR3

HV (VMM/Host OS)

0
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4 - Level Translation (4KB page)
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